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Abstract

This paper uses a dynamic factor model with endogenous stochastic volatility

to quantify risk around the outlook across a broad dataset of macroeconomic and

financial indicators. We find that risk is pervasive, countercyclical, and asymmetric,

with the risk of negative outcomes exhibiting greater volatility than the risk of

positive ones for most indicators. Furthermore, we estimate significant heterogeneity

in risk dynamics between prices and quantities across sectors. Risk patterns also

shift over time, with supply-driven risk dominant pre-1983 and demand-driven risk

prevalent through 2019, especially during the global financial crisis. Financial and

price factors emerge as key drivers of risk.
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1 Introduction

Forecasting future economic activity is one of the most researched topics among aca-

demics, markets, and policymakers. Expectations about future activity are crucial for

policy decisions, such as setting interest rates or designing fiscal packages, and they in-

fluence household sentiment and business investment. Traditionally, forecasting has cen-

tered around predicting GDP growth, with nonlinear models used to study uncertainty

and risks surrounding point forecasts. More recent work, including quantile regressions

and stochastic volatility VARs, has highlighted time variation in uncertainty and the

asymmetric behavior of tail outcomes. For example, Adrian et al. (2019) document the

variation in the risk of adverse GDP growth outcomes, termed “growth-at-risk,” which is

closely linked to financial conditions. Complementary studies have identified similar risk

dynamics for unemployment (Kiley, 2022) and inflation (López-Salido and Loria, 2024).

In this paper, we address three key questions: How pervasive are risk dynamics across

the economy? How heterogeneous are these dynamics across economic indicators and

sectors? And what are the potential drivers of these dynamics? To answer these questions,

we estimate a dynamic factor model with endogenous stochastic volatility. The model has

three key components.

First, we posit that a small number of latent factors drive the common dynamics

of a large dataset of macroeconomic and financial indicators. Second, these factors ex-

hibit endogenous stochastic volatility, where the correlation between the factors and their

volatility generates time-varying and asymmetric risk dynamics—a concept introduced in

Adrian et al. (2019) and Caldara et al. (2021) and further explored in Section 2.1 Third,

the factors load onto the observable variables through a flexible matrix of coefficients,

estimated with minimal restrictions. This allows common risk dynamics in the factors

to manifest as heterogeneous risk dynamics in the observed data. Shocks to the factors

influence both their means and volatilities, generating rich dynamics in the observable

variables’ conditional densities, depending on how strongly they load onto the factors.2

These components of our model work in tandem to deliver rich dynamics of the joint

conditional densities across many data series. Conditional densities convey information

about the likelihood of future realizations of a variable of interest, for instance GDP

growth. It is from these conditional densities that we derive estimates of time-varying

1The correlation between mean and volatility extends the work in the stochastic volatility VAR
literature (Mumtaz and Zanetti, 2013; Creal and Wu, 2017; Mumtaz, 2018; Carriero et al., 2018; Shin
and Zhong, 2020) to a factor model framework.

2We also incorporate idiosyncratic components with independent stochastic volatility to account for
uncorrelated movements in the conditional densities.

2



risk, summarized by the quantiles of the lower and upper tails of the densities. The

novelty of our model relative to the literature is that we are able to do so for a large set

of variables, which allows us to quantify risk across many series.

We have four main findings in our paper. First, we find evidence of asymmetric risk

dynamics in the common factors driven by correlation between mean and volatility. We

come to this conclusion by examining the correlation between the historical level factors

and their log volatility estimates and by looking at the historical conditional distributions

of the factors generated by the model. This fact suggests that the evolution of risks

documented for individual variables such as GDP growth, unemployment, and inflation—

where the adverse tails are more volatile than the favorable ones—is in fact an economy-

wide phenomenon that shows up across many variables.

Second, we observe rich heterogeneity in risk dynamics across indicators and sectors.

Real activity variables exhibit growth-at-risk behavior, where the lower tail of the dis-

tribution fluctuates more than the upper tail over time. In contrast, interest rate and

price variables show more volatility in their upper tails. These results hold at the sectoral

level, where risk dynamics also vary widely across industrial production (IP) and personal

consumption expenditure (PCE) categories.

Third, we examine the time-varying nature of sectoral risks and find that supply-driven

dynamics were dominant before 1983, while demand-driven dynamics prevailed during the

global financial crisis (GFC). Before 1983, PCE quantity growth showed negative mean-

volatility correlations, with more volatility in the lower tail. Prices, however, exhibited

more volatile upper tails, consistent with supply shocks. During the GFC, both quantity

growth and inflation experienced more volatile lower tails, driven by demand shocks.

Finally, we explore how nonstructural shocks to the factors propagate through the

model. For example, a positive shock to the first factor, closely related to the excess

bond premium (EBP), generates growth-at-risk dynamics for IP and real PCE growth

while increasing upper-tail risk for the EBP. The effects differ across sectors, with some

experiencing large declines in mean growth and increased volatility, particularly in IP

sectors like nonmetallic mineral products and PCE sectors like durable household equip-

ment. Price effects are also heterogeneous, with upper-tail risk increasing for some goods,

like durable household equipment, and lower-tail risk increasing for others, like food and

beverages.

We also show that our model produces historical conditional distributions for key

aggregate variables that align with those generated by quantile regressions. An in-sample

density forecast evaluation reveals that our model outperforms for real and price variables
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like IP growth, real PCE growth, and PCE in
ation, while quantile regressions perform

better for �nancial variables like the EBP and Treasury yields. These results echo Carriero

et al. (2024), who also �nd that Bayesian Vector Autoregressions (BVARs) with stochastic

volatility capture similar risk dynamics as quantile regressions.

Related Literature There are two important classes of papers on uncertainty to which

our work closely relates. The �rst is Jurado et al. (2015) and Ludvigson et al. (2021),

which construct indexes of economic uncertainty from the common 
uctuations in the

forecast error variances across a large cross-section of macroeconomic and �nancial vari-

ables using a two-step approach. Also, Gorodnichenko and Ng (2017) extract level and

volatility factors from the data by examining the structure of a higher-order solution to

a macro model. Our framework estimates uncertainty and its mean e�ects jointly, which

allows us to easily examine the implications of their 
uctuations for the conditional den-

sities of many variables. The second is Carriero et al. (2018), who estimate common

macroeconomic and �nancial uncertainty and their mean e�ects jointly in a factor volatil-

ity model. Compared to this work, our framework di�ers because we model the common

volatility as originating from the latent factors. This allows us to simultaneously model

common 
uctuations in the levels and volatilities of a large set of observable variables in

a manageable way.

We also contribute to the ongoing debate in the measurement of growth-at-risk. Adrian

et al. (2019) and the papers that follow it �nd evidence of such asymmetric tail risk

behavior for several economic variables. Plagborg-M�ller et al. (2020), on the other hand,

argue that such 
uctuations are di�cult to detect for GDP growth, especially in real-

time. We take a di�erent approach by examining the pervasiveness of asymmetric tail

risk across many variables via a factor model and �nd evidence in support of this behavior

across many variables.

Finally, we also add to the literature on factor models (Stock and Watson, 2002;

Bai and Ng, 2002; Bernanke et al., 2005; Stock and Watson, 2016a). The bulk of the

literature considers constant parameter factor models. There is an important literature,

building o� of Del Negro and Otrok (2008), that allows for exogenous time variation

(Mumtaz and Surico, 2012; Stock and Watson, 2016b). Our model instead allows for

endogenous stochastic volatility and mean and volatility correlation in the factors. In

a recent paper, Korobilis and Schr•oder (2024) introduce the quantile factor augmented

vector autoregression model, which speci�es a dynamic factor model for the quantiles,

which can also estimate changing risks. Our framework can also easily generate the entire

conditional distributions over time.
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Structure of the Paper In Section 2, we present our dynamic factor model with

stochastic volatility, our estimation algorithm, and data and model speci�cation. Then,

we present our factor estimates in Section 3. We move on to a comparison with quantile

regressions and risk heterogeneity across our observable variables in Section 4. We examine

the e�ects of a shock to the factors in Section 5 and then conclude.

2 The Model

In this section, we present the dynamic factor model (DFM) with stochastic volatility,

which forms the foundation of our analysis. We then discuss the intuition behind the key

modeling assumptions and highlight the novelty of our approach compared to existing

DFMs. Finally, we present the algorithm used to estimate the model and provide details

about the data and empirical speci�cation.

2.1 A DFM with Stochastic Volatility

The DFM is represented in a state-space form, where we specify a set of few latent

factors Ft that drive the common dynamics of a large set of observed variablesX t . The

observation equation links the observed variables to the latent factors, while the transition

equation governs the evolution of these factors over time, incorporating both level and

volatility shocks.

The observation equation is written as:

X t = BF t + vt ; (1)

where X t is an n � 1 vector of observed variables,Ft is an N � 1 vector of latent

factors, andvt represents idiosyncratic components. The factor loadings are captured in

the B matrix, and the idiosyncratic shocks are assumed to follow an AR process:

vit =
LX

l=1

� i vit � l + uit ; uit � N (0; Rt ); (2)

with the diagonal covariance matrixRt = diag(er t ), and the volatilities r t evolve as

independent random walks.

The transition equation is given by a vector autoregression (VAR) with stochastic
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volatility:

Ft = c +
PX

j =1

� j Ft � j +
KX

k=1

bk
~ht � k + H 1=2

t et : (3)

The volatility processes in vectorH t evolve also as a VAR:

~ht+1 = � + � ~ht +
QX

j =1

dj Ft � j + S1=2� t ; (4)

where~ht = [ h1t ; h2t ; : : : ; hN;t ] represents the stochastic volatilities, andH t = diag
�

exp
�

~ht

��
.

The disturbances" t = [ � t ; et ] are normally distributed with a time-invariant covariance

matrix denoted by:

� =

 
� � � 0

�e

� �e � e

!

; (5)

where, without loss of generality, the diagonal elements of � are restricted to 1. Im-

portantly, the covariance matrix of the reduced form residuals in equations 3 and 4 is

time-varying due to stochastic volatility, and can be written as:


 t =

 
S1=2 0

0 H 1=2
t

!  
� � � 0

�e

� �e � e

!  
S1=2 0

0 H 1=2
t

! 0

: (6)

2.2 Novelty of the Approach and Model Dynamics.

Our model introduces three signi�cant modi�cations to the standard linear factor model

that enable it to generate rich risk dynamics.

First , we incorporate stochastic volatility into the factor processes. A key departure

from existing dynamic factor models (DFMs) is that we allow for the interaction between

volatility processes and the factors in the transition equation. In this setup, stochas-

tic volatility can have a direct e�ect on the factor dynamics (as shown in equation 3),

the so-called `in-mean' e�ect. The factors themselves can also in
uence the dynamics

of stochastic volatility (see equation 4), with volatility being endogenous to the factor

dynamics.

Second, we allow shocks in the transition equation to be correlated, with their co-

variance matrix varying over time due to stochastic volatility (as shown in equation 6).

Allowing for time-varying covariances between residuals of the factors and their volatili-
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ties can signi�cantly impact risk dynamics. These two extensions build on the work by

Mumtaz (2018) and Caldara et al. (2021), and extends DFMs with exogenous stochastic

volatility, such as those in Del Negro and Otrok (2008) and Mumtaz and Surico (2012),

in a meaningful way.

Third , we introduce stochastic volatility into the idiosyncratic shocks in the mea-

surement equation. However, unlike the factor volatility, the idiosyncratic component's

stochastic volatility is exogenous, as in the DFM literature with stochastic volatility.

While this exogenous volatility a�ects individual variables, it does not interact directly

with their level nor with the factors, ensuring that idiosyncratic shifts remain uncorrelated

across variables.

Why We Modify the Standard Model

To understand the importance of these departures from standard DFMs, we need to

consider how the model de�nes conditional distributions of both the factors and observed

variables. The simplest form of the conditional distribution of the factorsF can be

expressed as:

p(Ft+1 j Ft ; ~ht ); (7)

where the distribution is in
uenced by the dynamics of the factors, including their level

and volatility. Similarly, the conditional distribution of the observed variablesX depends

on both the factorsF and the idiosyncratic shocks� , as well as their volatilities:

p(X t+1 j Ft ; ~ht ; vt ; r t ): (8)

Uncertainty and risk are captured by moments of these conditional distributions.3

In our model, we are particularly interested in the conditional densities of the observed

variablesX , which are functions of both the factorsF and the idiosyncratic components

vt . As explained next, by allowing for correlation between the level and volatility of the

factors and their shocks, the model generates rich risk dynamics.

Consider a case where the model includes a single factor that has a negative correlation

between its level and volatility. In periods when the factor declines, its volatility increases.

This leads to higher uncertainty in the conditional distribution of the factor, with an

asymmetry in the response of the distribution's tails. The left tail shifts substantially to

3As we discuss later, the conditional distributions that we compute take into account posterior un-
certainty about the model parameters, factors, and volatilities.
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the left, indicating greater downside risk, while the right tail shifts by a smaller amount,

indicating a smaller response of upside risk. A positive correlation between the level and

the volatility of a factor leads to larger shifts in upside risk relative to downside risk.

The factor loading matrix B extends these risk dynamics to the observed variablesX .

In a single-factor model, the risk dynamics of the observed variables are scaled or 
ipped

versions of the factor's risk dynamics, owing to the linearity assumption in equation 1.

However, models with more than one factor can generate a much richer set of conditional

distributions for the observed variables, allowing for more nuanced risk dynamics that

vary across variables.

Figure 1 plots conditional densities forF and X generated by a simple model with two

factors. The top row of the �gure shows the conditional distributions of the factors. The

two vertical lines shown with each distribution denote the 5% and 95% quantiles. These

represent the key statistics we track throughout paper that summarize the behavior of

the lower and upper tails of the conditional distributions, respectively. The �rst factor's

conditional distribution has a long right tail|consistent with the factor and its volatility

being positively correlated, while the second factor's conditional distribution has a long

left tail, which originates from a negative mean-volatility correlation.

The bottom row shows the conditional distributions of three observable variables,

which are formed by di�erent linear combinations of the factors.4 The two factors can

produce conditional distributions of the observable variablesX with long left tails|for

variables that load relatively more on the second factor or load on the �rst factor with a

negative coe�cient. An example is variableX a in the bottom left panel. The conditional

distribution can be symmetric for variables that load equally on the two factors, such as

for variable X b plotted in the middle panel. Finally, the conditional distribution can have

a long right tail, such asX c plotted in the bottom right panel.

Although the idiosyncratic component can also in
uence the the conditional distri-

bution of X , it behaves di�erently from the factor-driven dynamics. Changes in the

idiosyncratic component are uncorrelated across variables, and importantly, shifts in the

mean and volatility of the idiosyncratic shocks are not correlated with each other. As a

result, the e�ects of shocks to the idiosyncratic component are limited compared to the

more complex, correlated shifts driven by the factors and their stochastic volatilities.

4For this illustration, we shut down the idiosyncratic shocks.
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2.3 Gibbs Sampling Algorithm

To estimate the parameters of the dynamic factor model, we employ a Gibbs sampling

algorithm. This method allows us to approximate the posterior distributions of both the

latent factors and the model parameters by breaking the estimation into conditional steps.

Throughout the paper, we denote by � the vector of all model parameters. However, in

the description of the Gibbs sampler, we use � to denote all parameters excluding those

drawn in the speci�ed step. The algorithm proceeds as follows, with technical details

provided in the Appendix.

1. Latent factors estimation, G (Ft j�) : Conditional on the stochastic volatilities

and the remaining parameters, the model has a linear Gaussian state-space repre-

sentation. We use the Carter and Kohn (1994) algorithm to draw the factors from

their conditional posterior distribution.

2. Coe�cients of the measurement equation, (B; � i ): Given the factors and the

volatilities r it , the factor loadings are coe�cients in linear regressions with a known

form of heteroscedasticity. Their conditional distribution is normal after a GLS

transformation of the data. Conditional on the factors, the AR coe�cients � i can

be easily drawn using methods for linear regressions.

3. Volatility of idiosyncratic shocks, G (r it j�) : Conditional on the factors, factor

loadings, the observation equation is a set ofn independent univariate stochastic

volatility models. We draw the volatilities from their conditional posterior using the

algorithm of Jacquier et al. (2002).

4. VAR coe�cients, (� ,~�) : De�ne the vector of VAR coe�cients in equations 3 and 4

as � = vec([c; � j ; bk ]) and ~� = vec([� ; � ; dj ]), respectively. These VAR coe�cients

are sampled using the seemingly unrelated regressions (SUR) approach. Given the

stochastic volatilities, the Kalman �lter is used to compute the posterior distribution

of the VAR parameters.

5. Variance of volatility shocks, G (Sj�) : The conditional posterior for the variance

parametersS is updated using a Metropolis step. The Metropolis step is required

because of the correlation among the shocks to the transition equation. The proposal

distribution is based on an inverse Gamma distribution centered on the posterior

moments, calculated under the assumption that the shocks in the transition equation

are uncorrelated.
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6. Covariance matrix, G (� j�) : The restricted covariance matrix of the shocks" t

to the transition equation is updated using the algorithm of Chan and Jeliazkov

(2009), which relies on an independence Metropolis algorithm for e�cient sampling

of large covariance matrices.

7. Stochastic volatility, G
�

~ht j�
�

: The stochastic volatilities are updated using a

particle Gibbs step, as described by Andrieu et al. (2010) and Lindsten et al. (2014).

This step accounts for the correlation between the disturbances to the factors and

the stochastic volatilities.

2.4 Data and Model Speci�cation

Our dataset comprises 119 monthly U.S. macroeconomic and �nancial time series span-

ning from January 1973 to December 2019. These series cover a wide range of variables,

including measures of real economic activity, employment, in
ation, interest rates, and

asset prices. We also include disaggregated data on industrial production at the 3 digit

NAICS level, personal consumption expenditures by major type of product|both quan-

tity series and the associated price de
ators| along with equity returns by industry

portfolios. The main data sources are FRED-MD, the National Income and Product

Accounts of the BEA, Kenneth French's website, and Global Financial Data.

A list of variable names is provided in Table 4. The variables are transformed to

stationarity, using either �rst di�erences or log di�erences where appropriate. Interest

rates and spreads are modeled in levels, and all variables are standardized to have mean

zero and unit variance. This standardization is essential for e�cient estimation in the

factor model framework.

For our application, we estimate seven latent factors, with six lags of the factors in-

cluded in the transition equation. The volatility equation includes one lag of the volatil-

ities and one lag of the factors. We restrict the factor loading matrixB for the �rst

seven observed variables to an identity matrix. This normalization, called named-factor

normalization by (Stock and Watson, 2016a), facilitates the interpretation of the latent

factors in economic terms. The �rst seven variables are: the excess bond premium, 1-year

Treasury rate, real PCE, S&P common stock price index, real PCE housing and utilities,

total non-revolving credit, and PCE in
ation.

The prior distributions are described in the Appendix. We use the �rst 30 observa-

tions in the sample to calibrate the moments of the prior distributions, when needed. We

generate 50,000 draws from the posterior distribution of the coe�cients and the unob-
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served states. We discard the �rst 30,000 draws to ensure that we retain only draws from

a well-converged posterior distribution. We use the remaining draws, sampling one draw

every twenty to minimize dependence across draws, to compute posterior statistics of in-

terest. We verify that the 1,000 draws selected by our sampling procedure are su�cient

to reliably compute posterior statistics.

3 Results: Factor Estimates

We begin our discussion of the results by presenting the estimates for the factors and their

corresponding volatility processes. First, we examine the behavior of the factors over his-

tory. Next, we explore the rich correlation structure across the factors, highlighting their

interconnectedness within the model. Finally, we document the asymmetric movement

in the tails of the conditional distributions of the factors over time. As explained in

the previous section, the interplay between the factors and their volatilities is essential

for generating time-varying risks and asymmetric behavior of the tails in the observable

variables, making the exploration of the results for the common factors important for

understanding the key model mechanisms.

3.1 Factors and Volatilities over Time

The left column of Figure 2 show the median estimates of the factorsF , alongside the

observable variables associated to each factor for the normalization of matrixB . The

shaded areas represent 90 percent posterior credible sets. The right column of the �gure

plots median estimates of the log volatility processes and associated posterior credible

sets. This �gure plots four factors, with the remaining three showed in Figure A.1 of the

Appendix.

The factors are precisely estimated and can be interpreted through the lens of the

observable variable associated to each factor in the normalization. The �rst factor re-


ects �nancial conditions, the fourth factor is a real factor tracking well real personal

consumption expenditures, the sixth factor is related to credit conditions, and the last

factor captures in
ation dynamics. However, the factors do not fully explain the data,

instead also capturing variation in these series that is more likely to be common across

the full dataset X t . The model, through its structure, �lters movements in each variable

as either being common across a larger set of variables, or being speci�c (idiosyncractic)

to the variable itself, as captured by taking the di�erence between the factors and the

data.
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Second, the volatility of the factors varies substantially over history, increasing in

recessions and being low in expansions. Volatility increases in particular during times

of great economic and �nancial stress, such as the early 1980s and the GFC. While

some movements are unique to individual factors, the counter-cylical behavior makes the

volatility processes correlated with each other.

3.2 Mean-Correlation of Factors

The correlation structure of the factors is rich, as shown in Figure 3. The top panel

plots the correlation of each factor with its own volatility process. This within measure

of correlation reveals that some factors, such as factors 1, 2, and 7, display a high and

positive correlation with their volatility. This is not surprising: when �nancial conditions

tighten|as captured by an increase in the �rst two factors|�nancial volatility increases;

similarly, when prices increase rapidly|as captured by factor 7|volatility is higher. By

contrast, factors capturing 
uctuations in real activity display a negative correlation with

their volatility.

The bottom panel shows evidence of time-variation in the mean-volatility correlation

observed across factors and log volatilities, which will become important later when dis-

cussing the time-varying correlation of mean and volatility in the conditional distributions

of our observable variables. We calculate these correlations for three di�erent subsam-

ples: before 1983 in green, during the GFC in red, and during the other months in blue.

There is some evidence of time-variation in the mean-volatility correlations, especially

for factors 2 and 7, although the credible sets are wide owing to the short subsamples.

For both factors, the correlation between mean and volatility becomes markedly more

negative during the GFC when compared to the pre-1983 period. This is behavior is

not surprising, as factor 2 is associated with shorter-term Treasury rates while factor 7

with in
ation. Both factors were subject to downside risks during the GFC. By contrast,

during the pre-1983 period, factor 7 had a positive mean-volatility correlation due to the

upside risks in in
ation at the time.

Figure 4 shows how the correlation structure across the factors and volatilities plays out

in the joint conditional distributions. Speci�cally, we generate 12-month ahead conditional

distributions for the seven factors from July 1976 to December 2019. We then plot a

heatmap of the correlation structure between the means and volatilities of the conditional

distributions denoted by Fm;x and Fv;x , respectively.

The prevalence of green in the heatmap among the volatilities suggests that the volatil-

ities of the conditional distributions generally exhibit positive comovement across the fac-
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tors. Additionally, they comove with the means of several factors. For instance, the mean

of the �rst factor is positively correlated with most volatilities, while the mean of the sixth

factor is negatively correlated with volatilities. Finally, the heatmap reveals substantial

comovement among factors.

3.3 Importance of Factors in Explaining the Data

Sections 3.1 and 3.2 provide evidence that the common factors driving the economy exhibit

time-varying volatility, mean-volatility correlation, and consequently, asymmetric tail risk

behavior. A crucial next step is to evaluate the signi�cance of these factors for our large

set of observable data. Are the common factors in
uential, or do idiosyncratic shocks

dominate? How does this signi�cance vary by variable type, such as prices, consumption

quantities, industrial production, or asset prices? Does it di�er at the sectoral level?

Table 1 highlights the importance of the common component, as captured by the

factors, in explaining the variation in selected aggregate series used in the estimation.

Similarly, Table 2 shows these statistics for sectoral variables.

The results in Table 1 demonstrate that (i) the factors account for substantial vari-

ation in many aggregate time series variables, and (ii) the importance of this common

component varies across variables. For instance, it is higher for certain activity indicators,

such as industrial production, real PCE, and PCE in
ation|particularly in the service

sector|while it is lower for others, like total credit. This �nding aligns with previous lit-

erature that suggests DFMs are e�ective in capturing 
uctuations in real activity (Stock

and Watson, 2016a).

For the sectoral series, the common component has a widely-varying degree of conse-

quence both within and across variable categories. On average, the common component

explains around 30% of movements across IP industries. There is a large degree of hetero-

geneity, however, with the common component accounting for as much as 60% of variation

in some industries. A similar pattern is observed for sectoral real PCE and PCE in
ation,

with the common component explaining on average 25% and 21% of 
uctuations, respec-

tively. In certain real consumption categories, such as housing and utilities, the common

component plays a major role. However, for PCE in
ation by category, sector-speci�c

shocks dominate. Finally, equity returns are primarily driven by the common factors,

which account for an average of 70% of movements across portfolios.
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4 Risk Heterogeneity Across the Economy

In this section, we extend the factor-level results to the observable variables, analyzing

the evolution of risk risk across the large set of aggregate and sectoral variables included

in X t .

4.1 Risk Heterogeneity at the Aggregate Level

Figure 5 plots the mean-volatility correlation on the x-axis and the ratio of the standard

deviation of the 5% quantile to that of the 95% quantile on the y-axis for the 30 aggregate

variables in our dataset, based on 12-month ahead conditional distributions from July 1976

to December 2019. The ratio of the standard deviations of the quantiles shows the relative

volatility of the lower tail and upper tail. We broadly group these variables into three

categories: real variables (blue), interest rate or price variables (red), and loan variables

(yellow).

The scatter plot reveals a strong negative relationship. In other words, variables with

a negative mean-volatility correlation tend to have a more volatile lower tail compared

to the upper tail, and vice versa. For example, real activity variables such as IP growth

and real manufacturing and trade industries sales growth exhibit more volatile lower tails,

placing them in the upper left quadrant of the chart. In contrast, variables like initial

claims growth and changes in the total business inventories-to-sales ratio, which tend to

spike during recessions, display more volatile upper tails and are positioned in the lower

right quadrant. Many rate and price variables, such as PCE in
ation, EBP, and the 1-year

Treasury rate, also exhibit especially volatile upper tails and are found in the lower right

quadrant. Meanwhile, loan growth data are generally not well explained by the common

component and show little asymmetric risk behavior, clustering near the origin.

4.2 Risk Heterogeneity at the Sectoral Level

We now move on to investigating the risk heterogeneity at the sectoral level. Figure 6

presents a similar scatter plot for sectoral variables: industrial production (IP) sectors

(blue), PCE quantities (red), and PCE prices (yellow). At the sectoral level, the contrast

between quantities and prices becomes more pronounced. All IP sectors and most PCE

quantities reside in the upper left quadrant, indicating more volatile lower tails than

upper tails. Conversely, most sectoral PCE prices are located in the lower right quadrant,

showing more volatile upper tails.
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There is also signi�cant dispersion in mean-volatility correlation and relative tail vari-

ability across sectors. For instance, nonmetallic mineral products in the IP sectors dis-

play extensive growth-at-risk, with lower tail volatility nearly three times that of upper

tail volatility. In contrast, the electric sector shows much less growth-at-risk, with nearly

equal volatilities in the upper and lower tails. In the PCE sectors, furnishings and durable

household equipment quantities exhibit typical growth-at-risk behavior, while prices dis-

play roughly equal volatility in both tails. Food and beverages quantities also show

balanced tail volatilities, while prices have more in
ation-at-risk.

These results can be understood through di�erences in the factor loadings, which are

shown in Figure 10 for PCE quantities and prices and Figure B.1 in the Appendix for IP.

Furnishings and durable household equipment quantities load negatively on factors 1, 5,

and 7. Those factors all show a positive mean-volatility correlation, which translates into

a negative mean-volatility correlation for the sector. The prices load positively on factors

1 and 2, which explains the positive mean-volatility correlation we see in the series. Food

and beverages sector quantities mainly load on factor 4, which is the real PCE factor

and does not show as much mean-volatility correlation. Its prices load modestly on the

in
ation factor. Moving to the IP sectors, nonmetallic mineral products places substantial

negative weight on factors 1 and 7. Both of these factors have positive mean-volatility

correlation and more volatile upper than lower tails. The negative loading on each means

that this positive correlation translates into negative mean-volatility correlation for the

sector, thereby generating growth-at-risk. By contrast, the electric sector overall has

factor loadings that are smaller in magnitude, so the mean-volatility correlation found in

the factors has less bite.

Analyzing only full-sample results, however, obscures important time-varying hetero-

geneity. The top panel of Figure 7 shows the scatter plot for the period before 1983,

traditionally thought to be dominated by supply shocks (Smets and Wouters, 2007).

The scatter re
ects risk dynamics consistent with this narrative: PCE quantities display

growth-at-risk, while prices exhibit in
ation-at-risk, including in sectors like clothing and

footwear and recreation services. This pattern aligns with the view that supply shocks

depress real activity, increase in
ation, and elevate volatility in both activity and prices.

The bottom panel of Figure 7 focuses on the risk behavior during the GFC. A no-

table shift is observed in the yellow dots representing sectoral PCE in
ation, which have

moved predominantly to the upper left quadrant. This indicates that the mean-volatility

correlation has turned negative, with more volatile lower tails than upper tails. This shift

is evident in sectors such as recreation services and clothing and footwear. The change
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is consistent with evidence suggesting that the GFC was largely driven by disin
ation-

ary �nancial shocks (Christiano et al., 2014). If �nancial shocks reduce real activity and

in
ation while increasing volatility, this outcome is expected.

We can connect the time-variation in sectoral prices to the amount that the variables

load onto factors 2 and 7, which were the factors that had correlations which shifted

the most from the pre-1983 to GFC subsamples. Furnishings and durable household

equipment has a large positive factor loading on factor 2, the interest rate factor, and also

has a large shift in mean-volatility behavior. Food and beverages loads the most on factor

7, the in
ation factor, although its loading is smaller in magnitude, so its price dynamics

also change, but by less so.

4.3 Industry Characteristics and Risk

What are potential determinants of heterogeneity in tail risk? We answer this question by

correlating risk measures for IP sectors with data on industry characteristics. Speci�cally,

we use data from the U.S. Census on Business Dynamics Statistics (BDS). The BDS

dataset provides comprehensive and detailed data on the dynamics of U.S. businesses,

including measures of establishment births, deaths, job creation and destruction. The

data are annual and start in 1978. We aggregate data for manufacturing industries at the

three-digit NAICS code, the same level of aggregation used to estimate our DFM.

Out of the more than twenty metrics available in BDS, we focus on the net job creation

rate|de�ned as job destruction rate minus job creation rate|and on the net establish-

ment entry rate|de�ned as establishment exit rate minus establishment entry rate.5 For

both variables, we calculate standard deviation and Kelley skewness by industry over the

sample 1978{2019.

Industries with higher volatility of downside risk relative to upside risk in production,

also display large negative skewness in net job creation rate and net establishment entry

rate. The left column of Figure 8 shows this result plotting skewness by industry for these

two industry characteristics on the x-axis, and the ratio of the standard deviation of the

5% percentile (lower tail) to that of the 95% percentile (upper tail) on the y-axis for IP

variables in our dataset. Some industries, such as nonmetallic mineral products, have a

marked left skewness in net job creation and net establishment entry, that is, they tend

to destroy more jobs and lose more establishment in recessions than they create. These

5The job destruction (creation) rate is calculated as the count of all employment losses (gains) from
contracting (expanding) and closing (opening) establishments, divided by the average of employment for
times t and t � 1. The establishment exit (entry) rate is de�ned as the count of establishments born
(exiting) during the year, divided by the average of establishments for timest and t � 1.
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industries tend also to have highly volatility downside risk, that is, their risk of adverse

outcomes tends to move a lot over time (and particularly in recession).

Industries with more volatile conditional densities for also tend to have more volatile

net job creation rates, while there is no relationship with the volatility of net establishment

entry rates. The right column of Figure 8 shows this result plotting the standard deviation

by industry for these two industry characteristics on the x-axis, and the standard deviation

on the y-axis for the IP variables in our dataset. The standard deviation of net job

creation rate is positively correlated with the standard deviation in the model, while

there is no correlation between the standard deviation of net establishment entry rate

and the standard deviation in the model.

5 E�ects of Shocks on the Conditional Distributions

We now investigate the e�ects of shocks to the factors on the conditional distributions.

These shocks are nonstructural, as we do not attempt to identify any structural shocks.

Instead, the purpose of this section is to illustrate how innovations to the common com-

ponent impact the mean, volatility, and overall conditional distribution.

The shock we focus on is to the �rst factor and ordered �rst in a Cholesky decomposi-

tion applied to equation 6. This means that the shock is allowed to move all factors and

log volatilities on impact in equations 3 and 4. Broadly speaking, we can interpret this

shock as capturing a tightening of �nancial conditions. We compute generalized impulse

response functions (Koop et al., 1996). Because our model is time-varying, the e�ects of

these shocks also depend on the current state of the economy. We condition on October

2008 for all of the results in this section, which is the height of the GFC and the month

in which the EBP reached its GFC peak.

5.1 Impulse Responses of Factors, Volatilities, and Observable

Variables

Figure 9 shows the response of four of the seven factors and associated log volatilities to

a one standard deviation shock to the �rst factor representing a tightening of �nancial

conditions.6 The line is the posterior median response, the darker shaded area is the 68%

credible set, and the light shaded area is the 90% credible set. Here, the credible sets rep-

resent parameter and state estimation uncertainty, re
ected in the posterior distribution

6The responses of the three other factors are in Figure C.1 in the Appendix.
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conditioned on October 2008.

This shock leads to an immediate increase in the �rst factor, or �nancial conditions,

that tighten for around two years. The fourth factor, representing consumption, immedi-

ately declines before slowly recovering. Credit dynamics, as captured by the sixth factor,

decline in a hump-shaped manner. Finally, the seventh factor, capturing in
ation, ini-

tially increases before persistently reverting below 0. The log volatilities of the �rst and

sixth factors, as well as the second and third factors shown in the Appendix, increase in a

hump-shaped manner. There is less evidence of signi�cant changes in the log volatilities

associated with the fourth, �fth, and seventh factors.

Figure D.1 in the Appendix shows the responses of �ve key aggregate variables {

industrial production (IP) growth, real PCE growth, PCE in
ation, the EBP, and the

1-year Treasury rate { to the shock, which reinforces the interpretation of the shock

as �nancial in nature. In response, the EBP rises by nearly 40 bps at the posterior

median, while IP growth, real PCE growth, and PCE in
ation decline. In response to the

weakening real activity and decline in in
ation, the 1 year Treasury rate declines.

5.2 Distributional Responses

We now move on to how the shock impacts the conditional distributions of our sectoral

variables variables. Figure 11 shows the e�ects of a three standard deviation shock that

realizes given October 2008 conditions. This shock realizes in November 2008. The blue

distribution is a baseline 12 month ahead conditional distribution that summarizes the

model's assessment of the distribution of future outcomes if no additional shock occurs.

The red distribution is the counterfactual.

The �rst row shows the IP quantity responses for nonmetallic mineral products and

electric. Unsurprisingly, the nonmetallic mineral products sector, which heavily loads onto

the �nancial factor, shows a large shift down in the mean of its conditional distribution

along with an increase in volatility, leading to an especially large shift outward of the

lower 5% tail. The electric sector, which has a smaller loading on �nancial conditions, has

a much smaller response. The second and third rows of the �gure show the PCE quanti-

ties and price responses, respectively. The furnishings and durable household equipment

sector, which again loads heavily on the �nancial factor, shows a large decline in mean

and increase in volatility. The mean of prices in the sector increases a bit, along with a

more substantial increase in volatility, which both work to push up the 95% tail. Food

and beverages quantities does not load as much on the �nancial factor, and its conditional

distribution does not move as much in response to the shock. The mean of prices declines
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and volatility increases a bit due to its positive loading on the in
ation factor.

6 Robustness and Model Fit

In this section, we present additional results and provide evidence that our DFM with

stochastic volatility �ts the data well. We also show that the conditional distributions

produced by our model are competitive with those generated by quantile regressions, a

popular alternative in risk analysis.

6.1 Risk Dynamics for Key Variables

Figure 12 shows the evolution of the upper and lower tails of the conditional distributions

for the key aggregate variables. . The red areas correspond to the conditional distributions

generated by the full model, incorporating both common and idiosyncratic shocks, while

the purple areas represent a counterfactual where only the common factor shocks are

active.

Our DFM captures several critical characteristics of the conditional distributions. For

example, IP growth exhibits a volatile lower tail and a more stable upper tail, consistent

with the growth-at-risk framework (Adrian et al., 2019). The risk distribution for IP

growth shifts signi�cantly downward and broadens during the early 1980s recessions and

the GFC. Similarly, PCE in
ation, EBP, and the 1-year Treasury rate show volatile upper

tails, particularly in the early 1980s, whereas the GFC sees both their distributions shift

leftward and increase in volatility, re
ecting the large adverse �nancial shocks. The EBP,

especially its upper tail, spikes sharply during the GFC. Real PCE growth demonstrates

volatility in both tails, with notable downward shifts and broadening during the GFC.

By comparing the purple and red distributions, we see that the common components

explain much of the variation for IP growth, real PCE growth, and the 1-year Treasury

rate. However, for PCE in
ation and EBP, the common component plays a less domi-

nant|though still signi�cant|role, as shown also in Table 1.

6.2 Comparison to Quantile Regressions

How do these risk dynamics compare to those produced by quantile regressions? To evalu-

ate this, we examine the performance of our large-scale model against quantile regressions

for key variables, building on the �ndings of Carriero et al. (2024), which showed that

BVARs with stochastic volatility perform comparably to quantile regressions. Following
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Adrian et al. (2019), we estimate quantile regressions for the variables of interest using

the NFCI as an explanatory variable, as described in equation 9:

x(h)
t+ h = � 0;� + � 1;� x t + � 2;� NFCI t + � �;t + h; (9)

wherex(h)
t+ h is the appropriately transformed variable of interest at horizonh. We then �t

the Azzalini and Capitanio (2003) skewed-t distribution to the 5%; 25%; 75%; and 95%

quantile estimates, using full-sample data to produce in-sample densities.

Figure 13 compares the 5% and 95% quantile bands for the DFM (in red) and the

quantile regressions (in purple) for key variables. For most variables, including IP growth,

real PCE growth, PCE in
ation, and EBP, the two methods produce reasonably simi-

lar dynamics over time. For the 1-year Treasury rate, the quantile regression approach

generates broadly similar dynamics but with a tighter distribution, particularly during

the e�ective lower bound period. The top panel of Table 3 compares the in-sample log

predictive scores of the DFM and the quantile regression approach. Overall, the DFM

performs better for real and price variables, while the quantile regression performs better

for spreads and the 1-year Treasury rate.

We also perform a recursive out-of-sample density forecast comparison using an ex-

panding window approach. We begin with three month and 12 month ahead forecasts

made conditional on data and models estimated through December 2006. We then ex-

pand the end date of the data by three months and reestimate the models to form the new

forecasts, repeating this procedure through our entire data sample. The log predictive

score results are shown in the bottom panel of Table 3. The in-sample results qualitatively

continue to hold, with the DFM model forecasting better for the real and price variables

and the quantile regression doing better for spreads and the 1-year Treasury rate.

7 Conclusions

In this paper, we present a new dynamic factor model with stochastic volatility to capture

risk dynamics in a big-data setting. We apply the model to a large dataset of U.S.

time series at both the aggregate and sectoral levels and uncover pervasive evidence of

asymmetric tail risk dynamics driven by mean-volatility correlation. For several key

variables, we verify that our model performs competitively with a quantile regression

approach both in-sample and out-of-sample.

Our �ndings highlight a rich heterogeneity in mean-volatility correlation and risk dy-

namics, both across di�erent classes of aggregate variables and within various sectors of
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the economy. A natural extension of this work is to explore the e�ects of structural shocks

on risk across a broader set of variables.
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A Tables and Figures

Table 1: Volatility of Aggregate Series: Common and Idiosyncratic Components

Standard Deviation (Percent)

Variable Category Data Common Idio R2

Excess bond premium - 0.56 0.29 0.40 0.27

1 Year Treasury - 3.79 3.00 2.48 0.63

Equity Prices S&P Common 3.50 2.30 2.48 0.43

Credit Total Non-Rev. 0.69 0.26 0.65 0.15

IP Total 0.67 0.61 0.26 0.82
Durables 1.05 0.93 0.37 0.79

Nondurables 0.65 0.58 0.46 0.79

Real PCE Total 0.47 0.40 0.16 0.71
Durables 2.51 1.77 1.45 0.49

Nondurables 0.65 0.44 0.50 0.46
Services 0.29 0.29 0.04 0.96

Housing & Utilities 0.74 0.61 0.61 0.67

PCE In
ation Total 0.25 0.17 0.18 0.48
Durables 0.32 0.17 0.25 0.30

Nondurables 0.62 0.29 0.57 0.22
Services 0.22 0.19 0.09 0.79

Note: For each series, this table shows the standard deviation of (i) the data, (ii) implied by
conditioning only on the common component spanned by the factors, (iii) implied by only the
idiosyncratic component, and the R2 of the common component, calculated as the variance of
the common component divided by variance of the data.
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Table 2: Volatility of Sectoral Series: Common and Idiosyncratic Components

Standard Deviation (Percent)

Variable Category Data Common Idio R2

IP Average 1.75 0.92 1.56 0.30
Median 1.43 0.84 1.24 0.31

Minimum 0.87 0.34 0.61 0.06
Maximum 5.61 3.02 5.29 0.61

Standard Dev 1.15 0.64 1.03 0.15

PCE Quantities Average 1.32 0.67 1.12 0.25
Median 0.90 0.39 0.83 0.19

Minimum 0.37 0.14 0.39 0.08
Maximum 5.49 3.24 3.81 0.67

Standard Dev 1.19 0.74 0.82 0.16

PCE Prices Average 0.69 0.25 0.64 0.21
Median 0.40 0.18 0.36 0.19

Minimum 0.23 0.06 0.17 0.05
Maximum 4.13 0.94 3.90 0.38

Standard Dev 0.94 0.21 0.90 0.10

Equity Prices Average 5.09 4.22 2.70 0.70
Median 4.91 4.56 2.51 0.75

Minimum 3.80 2.41 1.28 0.40
Maximum 6.54 5.26 4.58 0.91

Standard Dev 0.73 0.89 1.01 0.20

Note: For each series, this table shows the standard deviation of (i) the data, (ii) implied by
conditioning only on the common component spanned by the factors, (iii) implied by only the
idiosyncratic component, and the R2 of the common component, calculated as the variance of
the common component divided by variance of the data. We report summary statistics for
sectoral series.

26



Table 3: Model Fit: In-Sample and Out-of-Sample Log Predictive Scores

In-Sample Log Predictive Score
IP Growth Real PCE In
ation EBP 1-Yr Treasury

3 Months Ahead
Factor Model -659.1 -409.5 -194.8 -80.6 -85.3
Quantile Regression -786.8 -480.1 -337.2 -36 -35.4
12 Months Ahead
Factor Model -1289 -906.3 -789.6 -518.3 -1092.5
Quantile Regression -1318.4 -1046.9 -871.4 -240.6 -867.3

Note: This table shows an in-sample log predictive score comparison between our dynamic
factor model and a quantile regression model combined with the Azzalini and Capitanio (2003)
distribution with forecasts using data starting from July 1976 to December 2018 (12 months
ahead) and September 2019 (3 months ahead).

Out-of-Sample Log Predictive Score
IP Growth Real PCE In
ation EBP 1-Yr Treasury

3 Months Ahead
Factor Model -76.8 -38.3 -29.3 -82.5 -75.7
Quantile Regression -83.3 -39.5 -77.1 -20.8 2.6
12 Months Ahead
Factor Model -159.7 -103.6 -80.7 -421.5 -105.5
Quantile Regression -205.4 -104 -119.5 -45.1 -64.6

Note: This table shows an out-of-sample log predictive score comparison between our dynamic
factor model and a quantile regression model combined with the Azzalini and Capitanio (2003)
distribution. We use a recursive expanding window approach with the �rst forecasts made using
data and models estimated from July 1976 to December 2006. We move forward by three months
to reestimate the models and make the next forecast. The �nal forecasts are made using data
through December 2018 (12 months ahead) and September 2019 (3 months ahead).
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Figure 1: Conditional Distributions with Two Factors

Note: This �gure shows example conditional distributions for the factors in the top row and
the implied distributions for three observable variables in the bottom row. The conditional
distributions in the bottom row are generated through linear combinations of the conditional
distributions of the top row. We shut down the idiosyncratic errors when generating the
conditional distributions of the observables. The vertical lines denote the 5th and 95th
quantiles.
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Figure 2: Smoothed Estimates of the Factors and Volatilities

Note: The �gure shows posterior median estimates of the level factors (blue lines) and of the
log volatilities (red lines). Shaded areas denote the 5th and 95th of the posterior distributions.
The dashed lines depict the observable variable associated to the factor for the normalization of
matrix B . See Section 2 for details on the normalization.

29



Figure 3: Correlation of Factors and Log Volatilities.

(a) Correlation within Factors: Full Sample.

(b) Correlation within Factors: Subsamples.

Note: Panel (a) shows the pairwise correlation coe�cients of the estimated factorsFx and the
associated log volatilities hx . The black lines depict the median correlation, while the boxes
depict the min and max elements of the posterior set. Panel (b) shows pairwise correlations
across three subsamples: July 1976{Dec 1982, global �nancial crisis (Dec 2007- June 2009), and
remaining months. The boxes depict 70 percent posterior credible sets.
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